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Statistics for Linguists in R
LOT Winter School 2019

Monday: Introduction to Statistics
SUSANNE  BROUWE R

RADBOUD UNIVE RSITY  NIJME GE N

7 JANUARY 2019

Who am I?
▪ Assistant Professor in Psycholinguistics

▪ Statistical Consultant, Humanities Lab, Faculty of Arts

▪ Email: s.brouwer@let.ru.nl
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Aims for this week
▪ Students will learn to 
▪ Get acquainted with statistics

▪ Perform basic and more advanced statistical tests on empirical data in R

▪ Report empirical results according to scientific conventions (APA*)
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*APA guidelines: 
http://www.apastyle.org/learn/tutorials/basics-tutorial.aspx
https://owl.purdue.edu/owl/research_and_citation/apa_style/apa_formatting_and_style_guide/general_format.html

Course outline

▪ From tomorrow on:
▪ Bring your laptop to class with the most recent version of R (https://cran.r-

project.org/bin/windows/base/) and RStudio (https://www.rstudio.com/products/rstudio/download/)
▪ Or work with a partner
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Day Topic What?

Monday Intro to Statistics Descriptive and inferential statistics

Tuesday Intro to R and exploring your data Working with R and plotting

Wednesday Basic Statistical tests I T-tests, ANOVA, and assumption checking

Thursday Basic Statistical tests II Correlation and regression

Friday Intro to mixed effects regression modeling Linear mixed effects modeling

Course content
▪ Baayen, R. H. (2008). Analyzing linguistic data: A practical introduction to statistics using R. 
Cambridge University Press. http://www.sfs.uni-tuebingen.de/~hbaayen/publications/baayenCUPstats.pdf 

▪ Chapter 7

▪ Levshina, N. (2015). How to do linguistics with R: Data exploration and statistical analysis. John 
Benjamins Publishing Company. https://benjamins.com/catalog/z.195 

▪ Chapter 1 until 8
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Assessment
▪ Portfolio of R assignments

▪ Exercises at the end of each day (it is often possible to (partly) finish them during class)

▪ https://smbrouwer.wordpress.com/lot-school/
▪ Lectures

▪ R Scripts

▪ Assignments
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https://www.rstudio.com/products/rstudio/download/
https://smbrouwer.wordpress.com/lot-school/
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Aims for today
▪ Students will learn to 
▪ Get acquainted with descriptive statistics

▪ Get acquainted with inferential/inductive statistics
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What is Statistics?
▪ Go to menti.com, use code: 70122

▪ Try to come up with 3 keywords which come to mind when thinking about Statistics?
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What is Statistics?
▪ Go to menti.com, use code:

▪ Try to come up with 3 keywords which come to mind when thinking about Statistics?

▪ Statistics is a science

▪ Component of math

▪ The method of collecting, manipulating, processing, interpreting, and presenting data

▪ Numbers which summarize facts (figures)

▪ A way of dealing with chance and variation. Is something probably or improbable, is it the truth?

▪ Aids in taking objective decisions and to make accurate predictions
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https://nl.wikipedia.org/wiki/Statistiek

Your Statistics cloud
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The research process (1)

11

The research process (2)
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Generating and testing theories
▪ Theories

◦ Any hypothesized general principle or set of principles that explain known findings about a 
topic and from which new hypotheses can be generated

▪ Hypothesis
◦ A prediction from a theory

▪ Falsification (Popper)
◦ The act of disproving a theory or hypothesis
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https://www.youtube.com/watch?v=wf-sGqBsWv4

The research process (3)
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Types of data
▪ Quantitative Methods
▪ Testing theories using numbers

▪ Qualitative Methods
▪ Testing theories using language
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What to measure?
▪ Hypothesis
▪ Vinegar kills algae

▪ Independent variable
◦ The proposed cause
◦ A predictor variable
◦ A manipulated variable (in experiments)
◦ Vinegar in the hypothesis above

▪ Dependent variable
◦ The proposed effect
◦ An outcome variable
◦ Measured, not manipulated (in experiments)
◦ Algae in the hypothesis above
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Levels of measurement (1)
▪ Categorical (entities are divided into distinct categories):

◦ Binary variable: There are only two categories
◦ e.g. dead or alive

◦ Nominal variable: There are more than two categories 
◦ e.g. whether someone is an omnivore, vegetarian, vegan, or fruitarian

◦ Ordinal variable: The same as a nominal variable but the categories have a logical order
◦ e.g. whether people got a fail, a pass, a merit or a distinction in their exam
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Levels of measurement (2)
▪ Continuous (entities get a distinct score):

◦ Interval variable: Equal intervals on the variable represent equal differences in the property 
being measured
◦ e.g. the difference between 6 and 8 is equivalent to the difference between 13 and 15 (temperature) (and a 

temperature of zero Celsius, doesn’t mean there is no temperature)

◦ Ratio variable: The same as an interval variable, but the ratios of scores on the scale must 
also make sense
◦ e.g. a weight of 16 kilograms on a balance means that that object is twice as heavy as an object of 8 

kilograms (and zero kilograms implies: no weight!)
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Measurement error
▪ Measurement error

◦ The discrepancy between the actual value we are trying to measure, and the number we use to 
represent that value

▪ Example:
◦ You (in reality) weigh 80 kg

◦ You stand on your bathroom scale and it says 83 kg

◦ The measurement error is 3 kg
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Type of research
▪ Correlational research (more on Thursday)

◦ Data are gathered at one point in time. You observe what is happening without interfering

◦ Statements in terms of cause and effect are difficult to make (yet not impossible)

▪ Experimental research
◦ One or more variable is systematically manipulated to see their effect (alone or in combination) on an 

outcome variable

◦ In case of a true experiment, statements can be made about cause and effect
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Methods of data collection
▪ Between-subjects-design/independent samples

◦ Subjects take part in one experimental condition

◦ Advantage: Small chance of practice effects, fatigue; harder to figure out the aim of the study

◦ Disadvantage: Not economical (more participants needed); less control over confounding factors

▪ Within-subjects-design/paired samples
◦ Subjects take part in all experimental conditions

◦ Advantage: Economical (less participants needed); more control over confounding factors

◦ Disadvantages: Practice effects, fatigue; easier to figure out the aim of the study
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The research process (4)
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Plotting data
▪ Frequency Distributions (aka Histograms)

◦ A graph plotting values of observations on the horizontal axis, with a bar showing how many times each 
value occurred in the data set (frequency on y-axis)

▪ The ‘Normal’ Distribution
◦ Bell shaped

◦ Symmetrical around the centre

◦ Shows the idealized shape
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Skewed distribution
▪ Skew

◦ The symmetry of the distribution

◦ Positive skew (scores bunched at low values 
with the tail pointing to high values)

◦ Negative skew (scores bunched at high 
values with the tail pointing to low values)

24



7-1-2019

5

Kurtosis
▪ Kurtosis

◦ The ‘heaviness’ of the tails

◦ Leptokurtic = heavy tails

◦ Mesokurtic

◦ Platykurtic = light tails
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Central tendency
1. Mode

2. Median

3. Mean
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1. Central tendency: Mode
▪ Mode

◦ The most frequent score

▪ Bimodal
◦ Having two modes

▪ Multimodal
◦ Having several modes
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2. Central tendency: Median
▪ Median

◦ The middle score when scores are ordered (odd number of scores)

◦ The middle of the two middle scores (even number of scores)
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22 40 53 57 93 98 103 108 116 121 234

2240 5357 93 98103 108116 121234 Data

Ordered Data

Median

3. Central tendency: Mean
▪ Mean

◦ The sum of scores divided by the number of scores

◦ Average number of friends of 11 Facebook users
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In case the distribution is extremely skewed, 
the median or mode are to be preferred as measures of central tendency
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Dispersion
1. Deviance

2. Sum of Squares

3. Variance

4. Standard Deviation
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1. Dispersion: Deviance
▪ Deviation
▪ We can calculate the spread of scores by looking at how different each score is from the center of a 

distribution e.g. the mean:
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2-3. Dispersion: 
Sum of Squared Errors and variance
▪ Sum of squared errors (SS)
▪ Indicates the total dispersion, or total deviance of scores from the mean:

Its size is dependent on the number of scores in the data. 

More useful to work with the average dispersion, known as the variance:
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4. Dispersion: standard deviation
▪ The variance gives us a measure in units squared

◦ In our Facebook example we would have to say that the average error in our data was 3224.6 
friends squared

▪ This problem is solved by taking the square root of the variance, which is known as the 
standard deviation:
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Same mean, different SD
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What they have in common
▪ The Sum of Squares, Variance, and Standard Deviation represent the same thing:

◦ The ‘Fit’ of the mean to the data

◦ The variability in the data

◦ How well the mean represents the observed data

◦ Error

36
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Reality, model and fit
▪ Statistical models should represent the observed data as closely as possible (model fit)

Populations and Samples
▪ Population

◦ The collection of units (e.g. people, plankton, plants, cities, authors, etc.) to which we want to 
generalize a set of findings or a statistical model

▪ Sample
◦ A smaller (but hopefully representative) collection of units from a population used to build models on 

which empirically supported claims can be made about that population
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The Only Equation You Will Ever Need (well, sort of…)
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A Simple Statistical Model
▪ In statistics we fit models to our data (i.e. we use a statistical model to represent what is 
happening in the real world)

▪ The mean is a hypothetical value (i.e. it doesn’t have to be a value that actually exists in the 
data set, i.e. the average number of friends is 2.6)

▪ As such, the mean is a simple statistical model
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Normal probability distribution
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Calculate the chance that a certain score occurs, usually by means of frequencies

Z-scores
▪ Standardising a score X with respect to the other scores in the distribution

▪ Expresses a score in terms of how many standard deviations it is away from the mean

▪ The distribution of z-scores has a mean of 0 and SD = 1

▪ Negative z-scores left of the mean; positive ones right from the mean

42
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Calculating z-scores
▪ You draw a sample of 100 students and asked them about their age

▪ Suppose, M = 25, SD = 2.5
◦ What is Z if x = 25; if x = 21; if x = 30?
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Properties of z-scores when scores show a normal distribution

▪ 1.96 cuts off the top 2.5% of the distribution

▪ −1.96 cuts off the bottom 2.5% of the distribution

▪ As such, 95% of z-scores lie between −1.96 and 1.96
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Hypothesis testing (1)
▪ Null Hypothesis Significance Testing (NHST):

◦ Fischer: p-value = .05 or smaller, chance of 5%

◦ Neyman & Pearson

◦ H0: Null hypothesis

◦ H1: Alternative hypothesis (experimental hypothesis)
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R. Fischer 

The p-value, or probability of occurrence of a 
given event, is the probability of finding the 

observed, or more extreme, results when the 
null hypothesis (H0) of a study question is true Hypothesis testing (2)

▪ We assume that we live in a world where the null hypothesis (H0) is true (e.g. men and women use an 
equal number of words)

▪ We fit a model to the data that is based on the alternative hypothesis (H1) (e.g. different mean values for 
men and women on use of words)

▪ We calculate the probability (p) of finding a certain fit of the model if H0 was true

▪ If that probability is very small (p < .05) we say that our data support the alternative hypothesis
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Problems with NHST
▪ Significance does not necessarily mean importance (also depends on sample size)

▪ H0 can never be accepted. You could only reject H1, but it does not mean that H0 is true (sample 
fluctuations will always result in differences)

▪ If we find a significant result, it does not imply that H0 is incorrect or untrue

▪ What is the difference between p = .0499 and p = .0501?
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One- and Two-Tailed Tests
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Z-distribution
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Type I and Type II Errors
▪ Type I error

▪ Occurs when we believe that there is a genuine effect in our population, when in fact there is 
not

▪ The probability is the α-level (usually .05)

▪ False positive

▪ Type II error

▪ Occurs when we believe that there is no effect in the population when, in reality, there is

▪ The probability is the β-level (often .20)

▪ False negative
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The term significance level (alpha) is used to refer to a pre-chosen probability

Assignment (for in portfolio) 
▪ Question 1: How does the story “The boy who cried wolf” relate to Type I and Type II error?
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https://www.youtube.com/watch?v=ntswPN4Ed4A

Tomorrow: Tuesday 8 January
▪ Introduction to R and exploring data

▪ R and R Studio need to be installed on your laptop
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